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Data Pump
What’s New?

Compression

Encryption

Remapping



Data Pump
Compression

The ability to compress the metadata was
provided in Oracle 10.2

In 11g you can compress data as well

Data Pump compression is an inline operation

Significant savings in disk space

No need to uncompress a dump file before
importing it



Data Pump
Compression
 Specifies which data to compress before writing to the dump file set.

 Parameters
— ALL enables compression for the entire export operation
— DATA_ONLY results in all data being written to the dump file in compressed

format
— METADATA_ONLY results in all metadata being written to the dump file in

compressed format. This is the default.
— NONE disables compression for the entire export operation

 Example
— > expdp hr DIRECTORY=dpump_dir1 DUMPFILE=hr_comp.dmp

COMPRESSION=METADATA_ONLY

 Restrictions
— To make full use of all these compression options, the COMPATIBLE

initialization parameter must be set to at least 11.0.0
— The METADATA_ONLY option can be used even if the COMPATIBLE initialization

parameter is set to 10.2



Test results

“One test is worth more than a thousand opinions”

74.24%1.6 MBUNIX compress
oesh.dmp

86.5%818 KBgzip –cv9 oesh.dmp

86.2%835 KBgzip –cv6 oesh.dmp

82.7%1.1 MBgzip –cv1 oesh.dmp

74.67%1.5 MBExpdp schemas=oe,sh
Compression=all

N/A6.0 MBExpdp schemas=oe,sh
Compression=none

Compression Method Dump
File Size Reduction %

Compression Method Dump
File Size Reduction %

Compression Method Dump
File Size Reduction %



Encryption

10.2 handled encrypted columns during
export/import

11g provides encryption for dump file sets

11g provides 3 encryption security modes
—Transparent encryption employing the Oracle Wallet

—Password-based encryption

—Dual mode (combines above two)

Data Pump



Data Pump
Encryption
 Specifies whether or not to encrypt data before writing it to the dump file set

 Parameters
— ALL enables encryption for all data and metadata in the export operation
— DATA_ONLY specifies that only data is written to the dump file set in encrypted format
— ENCRYPTED_COLUMNS_ONLY specifies that only encrypted columns are written to the

dump file set in encrypted format
— METADATA_ONLY specifies that only metadata is written to the dump file set in encrypted

format .
— NONE disables compression for the entire export operation

 Example
   > expdp hr DIRECTORY=dpump_dir1 DUMPFILE=hr_enc.dmp JOB_NAME=enc1

ENCRYPTION=data_only ENCRYPTION_PASSWORD=foobar

 Restrictions
— To specify the ALL, DATA_ONLY, or METADATA_ONLY options, the COMPATIBLE

initialization parameter must be set to at least 11.0.0
— This parameter is valid only in the Enterprise Edition of Oracle Database 11g



Data Pump
Remap_Table
 Allows you to rename tables during an import operation

performed with the transportable method

 Can be used to override the automatic naming of table
partitions that were exported using the transportable
method.

 Example
   > impdp hr DIRECTORY=dpump_dir1 DUMPFILE=expschema.dmp

TABLES=hr.employees REMAP_TABLE=hr.employees:emps

 Restrictions
— Only objects created by the Import will be remapped. In

particular, preexisting tables will not be remapped if
TABLE_EXISTS_ACTION is set to TRUNCATE or APPEND.



Data Pump
 Remap_Tablespace
 Remaps all objects selected for import with persistent data in the

source tablespace to be created in the target tablespace

 Example
   > impdp hr REMAP_TABLESPACE=tbs_1:tbs_6 DIRECTORY=dpump_dir1

DUMPFILE=employees.dmp

 Restrictions
— Multiple REMAP_TABLESPACE parameters can be specified, but no two

can have the same source tablespace. The target schema must have
sufficient quota in the target tablespace.

— Only objects created by the Import will be remapped. In particular,
the tablespaces for preexisting tables will not be remapped if
TABLE_EXISTS_ACTION is set to SKIP, TRUNCATE or APPEND



SecureFiles
Oracle’s new implementation of LOBs

 Engineered to deliver high performance and scalability

 Can be queried or written at performance levels
comparable to that of traditional file systems

 Easy migration from old LOBs (now called "BasicFiles“)

 Restriction
— Must be created in an automatic segment space management

(ASSM) tablespace



SecureFiles
 Enables new features:

—Deduplication

—Compression

—Encryption



SecureFiles
 Deduplication

Eliminates duplicate copies of stored files

Saves storage - LOB saved only once for
duplicate LOB occurrences

Improves the performance of write and copy
operations involving duplicate content



SecureFiles
 Encryption

Uses the Transparent Data Encryption (TDE)
syntax

Transparently encrypts/decrypts data

Supports multiple encryption algorithms (168,
192, or 256 bit key sizes)

Automatic key management

No Applications changes required



SecureFiles
Using Securefiles

SQL> SELECT name, value

2 FROM gv$parameter

3 WHERE name LIKE '%secure%';

NAME VALUE

------------------------------ ---------

db_securefile PERMITTED

optimizer_secure_view_merging TRUE



SecureFiles
Using Securefiles
CREATE TABLE sec_table1 (

rid NUMBER(5),

bcol BLOB)

LOB (bcol)

STORE AS SECUREFILE bcol2 (TABLESPACE securefiletbs

RETENTION MIN 3600 COMPRESS ENCRYPT CACHE
READS)

TABLESPACE users_data;



Oracle SecureFiles

 Performance



Database Workloads

 While Oracle Enterprise manager has a GUI
interface to capture and replay workloads,
DBA’s frequently choose to use the command-
line interface (APIs) provided by the
dbms_workload_... packages.



Database Workload replay
 Components

Workload Capture

Workload Preprocessing

Workload Replay



Database Workloads
 Workload Capture

All external client requests directed to Oracle
Database are tracked and stored in binary files

Capture files are platform independent and can
be transported to another system

Specify the start time and duration for the
workload capture

Capture files contain all relevant information
about the client request, such as SQL text, bind
values, and transaction information



Workload Capture
To start the workload capture, use the

START_CAPTURE procedure:
      BEGIN DBMS_WORKLOAD_CAPTURE.START_CAPTURE
         (name => 'dec07_peak', dir => 'dec07', duration => 600);
       END; /

To stop the workload capture, use the
FINISH_CAPTURE procedure:

      BEGIN DBMS_WORKLOAD_CAPTURE.FINISH_CAPTURE ();
       END; /

Database Workloads



 Workload Preprocessing
 Transforms the captured data into replay files

 Creates all necessary metadata needed for replaying
the workload

 Done once for every captured workload before they can
be replayed

 To preprocess a captured workload, use the
PROCESS_CAPTURE procedure

BEGIN DBMS_WORKLOAD_REPLAY.PROCESS_CAPTURE (capture_dir=> 
'dec07'); END; /

Database Workloads



Database Workloads
 Workload Replay
 Performs the actions recorded during the workload

capture phase from the production system on the test
system

 You may need one or more replay clients (WRC) to
properly replay the workload

 Calibration tool provided to determine the number of
replay clients needed

 Data in the replay system should be logically similar to
the data in the capture system



Database Workloads
Workload Replay

Data loaded into WRH$ and WRM$ tables

Can be used to view captured SQL statements
—wrh$_sqltext

—wrh$_sql_plan



Database Workloads
 Replay Client Calibration

Determines the number of replay clients that
are needed

The following example shows how to run the
wrc executable in calibrate mode
%> wrc mode=calibrate replaydir=./replay



Database Workloads
 Calibration Report
Workload Replay Client: Release 11.1.0.6.0 - Production on Thu Jul 12 14:06:33 2007

Copyright (c) 1982, 2007, Oracle. All rights reserved.

Report for Workload in: /oracle/replay/

-----------------------

Recommendation:

Consider using at least 21 clients divided among 6 CPU(s).

Workload Characteristics:

max concurrency: 1004 sessions

- total number of sessions: 1013

Assumptions:

- 1 client process per 50 concurrent sessions

- 4 client process per CPU

- think time scale = 100

- connect time scale = 100

- synchronization = TRUE



Running Workload Replay

Run wrc executable in replay mode on the hosts
where they are installed

Each replay client will initiate one or more
sessions with the database to drive the
workload replay

After the replay finishes, all replay clients will
automatically disconnect

Database Workloads



Running Workload Replay

The following example shows how to run the
wrc executable in replay mode:

%> wrc system/oracle@test mode=replay
replaydir=./replay

Database Workloads



Workload Capture report
 Workload capture report contains captured workload statistics, top

session activities, and workload filters used

 To generate a report on the latest workload capture, use the
DBMS_WORKLOAD_CAPTURE.GET_CAPTURE_INFO procedure and the
DBMS_WORKLOAD_CAPTURE.REPORT function:

DECLARE
cap_id   NUMBER;
cap_rpt CLOB;
BEGIN
   cap_id := DBMS_WORKLOAD_CAPTURE.GET_CAPTURE_INFO(dir => 'dec07');
   cap_rpt := DBMS_WORKLOAD_CAPTURE.REPORT(capture_id => cap_id,

format => DBMS_WORKLOAD_CAPTURE.TYPE_TEXT);
END; /

Database Workloads



Workload Replay Report

The workload replay report contains information
that can be used to measure data and
performance divergence between the capture
system and the replay system.

To generate a report on the latest workload
replay for a workload capture, use the
DBMS_WORKLOAD_REPLAY.GET_REPLAY_INFO
procedure and the
DBMS_WORKLOAD_REPLAY.REPORT function:

Database Workloads



Workload Replay Report
 Use the REPORT function To generate a workload replay report:

DECLARE

cap_id NUMBER;

rep_id NUMBER;

rep_rpt CLOB;

BEGIN

   cap_id := DBMS_WORKLOAD_REPLAY.GET_REPLAY_INFO(dir => 'dec07');

   /* Get   the latest replay for that capture */

   SELECT max(id)

   INTO rep_id

   FROM dba_workload_replays

   WHERE capture_id = cap_id;

rep_rpt := DBMS_WORKLOAD_REPLAY.REPORT(replay_id => rep_id,

format => DBMS_WORKLOAD_REPLAY.TYPE_TEXT);

END; /

Database Workloads



 11g’s new fault diagnostic framework

 ADR is a central, file-based repository external to the
database

 Composed of the diagnostic data
— alert logs

— core dumps

— background dumps

— trace files

When critical errors are detected, Oracle automatically
creates an “incident” ticket

Automatic Diagnostic Repository (ADR)



Where’s My Diagnostic Files?

Data              Old location ADR location
Core Dump              CORE_DUMP_DEST $ADR_HOME/cdump

Alertlogdata             BACKGROUND_DUMP_DEST     $ADR_HOME/trace

$ADR_HOME/alert (XML)

Background process trace    BACKGROUND_DUMP_DEST     $ADR_HOME/trace

User process trace          USER_DUMP_DEST $ADR_HOME/trace

Automatic Diagnostic Repository (ADR)



Automatic Diagnostic Repository (ADR)

Fault Diagnostic Infrastructure Key Components

ADR

ADRCI ( ADR Command line utility )

Alert log

Trace, Dumps etc

Health Monitor

Incidents



ADR Command Interpreter(ADRCI)
 Command-line tool used to manage diagnostic data

 ADRCI enables you to:
— View diagnostic data within the Automatic Diagnostic Repository

(ADR).

— View Health Monitor reports

— Package incident and problem information into a zip file for
transmission to Oracle Support

 ADR data is secured by operating system permissions on the ADR
directories, hence there is no need to log in to ADRCI

Automatic Diagnostic Repository (ADR)

Note: The easiest and recommended way to manage diagnostic data is with Oracle Enterprise Manager
Support Workbench. ADRCI provides a command-line alternative to most of the functionality of Support
Workbench, and adds capabilities such as listing and querying trace files



Using ADRCI in Interactive Mode

Set ORACLE_HOME and PATH environment
variables

Type adrci at the operating system command
prompt

Enter adrci commands
   adrci> command

Automatic Diagnostic Repository (ADR)



Useful ADRCI Commands

View a list of ADRCI commands
   adrci> help

Get help on a specific command
   adrci> help show tracefile

Set/Show ADR homes
   adrci> set homepath /diag/rdbms/orclbi/orclbi2

    adrci> show homes

    ADR Homes: /diag/rdbms/orclbi/orclbi2

Automatic Diagnostic Repository (ADR)



Alert Log Tricks

Display the last 10 entries portion of the alert
log
  adrci> SHOW ALERT -TAIL

Display the last 50 entries in the alert log
  adrci> SHOW ALERT -TAIL 50

Perform "live monitoring" of the alert log. (Press
CTRL-C to stop waiting and return to the ADRCI
prompt)
  adrci> SHOW ALERT -TAIL -F

Automatic Diagnostic Repository (ADR)



Trace File Tricks

ADR obsoletes bdump, cdump, udump

New parameter: diagnostic_dest (defaults to
ORACLE_BASE, then ORACLE_HOME/log),
referred also as ADR_BASE

Log files under
ADR_BASE/diag/product_type/product_id/instance_id

—/alert: XML altert.log

—/trace: replaces bdump, udump

Automatic Diagnostic Repository (ADR)



More Trace File Tricks
 View the names of trace files that are currently in the

automatic diagnostic repository (ADR)
  adrci>SHOW TRACEFILE

Obtain a list of trace files whose file name matches a
search string.

  adrci> SHOW TRACEFILE %mmon%

Obtain a list of trace files in a particular directory
  adrci> SHOW TRACEFILE -PATH /home/steve/temp

Obtain a list of trace files that pertain to a particular
incident (incident 1681)

  adrci> SHOW TRACEFILE -I 1681 .

Automatic Diagnostic Repository (ADR)



Viewing Health Monitor Reports

Use DBMS_HM procedure for running a health check
BEGIN DBMS_HM.RUN_CHECK('Dictionary Integrity Check',

'my_run'); END;

 List all checker runs
  adrci>show hm_run

 To create/view the report
    adrci>create report hm_run hm_run_25
     adrci>show report hm_run hm_run_25

Automatic Diagnostic Repository (ADR)



Viewing Incidents

Displays information about open incidents

For each incident, the incident ID, problem key,
and incident creation time are shown

If there are multiple current ADR homes, the
report includes incidents from all of them

2 levels of reporting
  adrci> SHOW INCIDENT -MODE BRIEF

  adrci> SHOW INCIDENT -MODE DETAIL

Automatic Diagnostic Repository (ADR)



Viewing Incidents

Display all open incidents
  adrci> SHOW INCIDENT

ADR Home = /opt/oracle/product/11.1.0/db_1/log/diag/rdbms/orclbi/orclbi:
*****************************************************************************

    INCIDENT_ID PROBLEM_KEY CREATE_TIME

    ----------------- -----------------------  ------------------------------------------

    3808 ORA 603 2007-06-18 21:35:49.322161 -07:00

    3807 ORA 600 [4137] 2007-06-18 21:35:47.862114 -07:00

    3805 ORA 600 [4136] 2007-06-18 21:35:25.012579 -07:00

    3804 ORA 1578 2007-06-18 21:35:08.483156 -07:00

    4 rows fetched

Automatic Diagnostic Repository (ADR)



ADR Incident Package Service (IPS)

Creating Diagnostic Packages

Create logical package

Add files to package

Create zip file to send to oracle support



Creating Logical Incident packages

Create logical package by incident number
  adrci>IPS CREATEPACKAGE INCIDENT 9817

Create logical package by problemkey
  adrci> IPS CREATE PACKAGE PROBLEMKEY “ORA 600

[4137]

Create logical package by time
   adrci> IPS CREATE PACKAGE TIME '2007-07-24

00:00:00 -07:00' to '2007-07-30 23.59.59 -07:00'

ADR Incident Package Service (IPS)



Generate Physical Incident packages (zip file)

 Create a physical incident package
 adrci> IPS GENERATE PACKAGE 2 IN /opt/oracle/diagnostics

 Create an incremental physical incident package
 adrci> IPS GENERATE PACKAGE 2 IN /opt/oracle/diagnostics

INCREMENTAL

 Adding Files to a package
 adrci> ips add file $ADR_HOME/trace/alert_orcl2.log package 2

ADR Incident Package Service (IPS)



DBMS_COMPARISON package

 Compares two tables - or two views on tables

 Determines number of differences between the objects

 Lists specific rows that are different between the two

 Synchronizes the objects, using local or remote as
master

 Provides on-demand replication for ordinary tables,
within schemas, across schemas or even across
databases



DBMS_COMPARISON package
 Compare and Synchronize Steps

Create_comparison

Execute compare

Analyze differences

Converge objects



DBMS_COMPARISON package

Create Comparison
BEGIN

DBMS_COMPARISON.CREATE_COMPARISON
( comparison_name => ‘compare_emp_and_clone’
, schema_name => ’scott’
, object_name => ‘emp’
, dblink_name => null
, remote_schema_name=>’scott’
, remote_object_name=>’EMP_COPY’
);
END;



DBMS_COMPARISON package
Execute Compare

DECLARE
consistent BOOLEAN;
scan_info DBMS_COMPARISON.COMPARISON_TYPE;
BEGIN
consistent := DBMS_COMPARISON.COMPARE
( comparison_name => ‘compare_emp_and_clone’
, scan_info => scan_info
, perform_row_dif => TRUE
);
DBMS_OUTPUT.PUT_LINE(’Scan ID: ‘||scan_info.scan_id);
IF consistent=TRUE THEN
DBMS_OUTPUT.PUT_LINE(’No differences were found.’);
ELSE
DBMS_OUTPUT.PUT_LINE(’Differences were found.’);
END IF;
END;

Scan ID: 79
Differences were found.

PL/SQL procedure successfully completed.



DBMS_COMPARISON package
Analyze Differences
SELECT s.scan_id

, c.COMPARISON_NAME
, c.SCHEMA_NAME
, c.OBJECT_NAME
, s.CURRENT_DIF_COUNT
FROM USER_COMPARISON c
, USER_COMPARISON_SCAN_SUMMARY s
WHERE c.COMPARISON_NAME = s.COMPARISON_NAME
AND s.scan_id = 79

SCAN_ID   Comparison                            Schema      Object      Diff
                   Name                                     Name         Name
    ---------    ---------------------------------      ------------  -----------   -----

79            COMPARE_EMP_AND_CLONE    SCOTT        EMP          10



DBMS_COMPARISON package
Analyze Differences(part1)
SELECT c.COLUMN_NAME

, r.INDEX_VALUE
, case
when r.LOCAL_ROWID is null
then ‘No’
else ‘Yes’
end LOCAL_ROWID
, case
when r.REMOTE_ROWID is null
then ‘No’
else ‘Yes’
end REMOTE_ROWID
FROM USER_COMPARISON_COLUMNS c
, USER_COMPARISON_ROW_DIF r
, USER_COMPARISON_SCAN s



DBMS_COMPARISON package
Analyze Differences(part2)
WHERE c.COMPARISON_NAME = ‘COMPARE_EMP_AND_CLONE’

AND r.SCAN_ID = s.SCAN_ID
AND s.last_update_time > systimestamp - 1/24/15
AND r.STATUS = ‘DIF’
AND c.INDEX_COLUMN = ‘Y’
AND c.COMPARISON_NAME = r.COMPARISON_NAME
ORDER
BY r.INDEX_VALUE



DBMS_COMPARISON package
Analyze Differences(part3)
    Index Column     Index Value    Local Row Exists?    Remote Row Exists?

-----------------     --------------    ---------------------    ------------------------
EMPNO 1313          No   Yes
EMPNO 7369          Yes   Yes
EMPNO 7499          Yes   Yes
EMPNO 7521          Yes               Yes
EMPNO 7654          Yes   Yes
EMPNO 7788              Yes   No
EMPNO 7876          Yes   Yes
EMPNO 7900          Yes   Yes
EMPNO 7902          Yes   No
EMPNO 7934           Yes   Yes

10 rows selected.



DBMS_COMPARISON package
Converge
DECLARE

scan_info DBMS_COMPARISON.COMPARISON_TYPE;
BEGIN
DBMS_COMPARISON.CONVERGE
( comparison_name => ‘compare_emp_and_clone’
, scan_id => 79
, scan_info => scan_info
, converge_options => DBMS_COMPARISON.CMP_CONVERGE_LOCAL_WINS
);
DBMS_OUTPUT.PUT_LINE(’Local Rows Merged: ‘||scan_info.loc_rows_merged);
DBMS_OUTPUT.PUT_LINE(’Remote Rows Merged: ‘||scan_info.rmt_rows_merged);
DBMS_OUTPUT.PUT_LINE(’Local Rows Deleted: ‘||scan_info.loc_rows_deleted);
DBMS_OUTPUT.PUT_LINE(’Remote Rows Deleted: ‘||scan_info.rmt_rows_deleted);
END;

Local Rows Merged: 0
Remote Rows Merged: 9
Local Rows Deleted: 0
Remote Rows Deleted: 1

PL/SQL procedure successfully completed.
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